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Review

* Basics on machine learning

* VVarious neural network architectures
* Fully-connected layers (matrix multiplication)
* Convolution layers (2D/3D convolution)
* Activation functions (ReLU & special functions)
* Normalization (Batch/layer/RMS-norm, special functions, etc.)

* Matrix reshape (transpose, vectorize)
* Next step: How to compute?



Model Compression: Motivation

[ N J sitingliu — python — 64x20

(base) sitingliu@Sitings-MacBook-Air ~ % python
Python 3.9.13 (main, Aug 25 2022, 18:29:29)
[Clang 12.0.0 ] :: Anaconda, Inc. on darwin

Type "help", "copyright", "credits" or "license" for more inform
ation.

>>> 0.1+40.2




Model Compression: Motivation

® ® sitingliu — python — 64x20

(base) sitingliu@Sitings-MacBook-Air ~ % python

Python 3.9.13 (main, Aug 25 2022, 18:29:29)

[Clang 12.0.0 ] :: Anaconda, Inc. on darwin

Type "help", "copyright", "credits" or "license" for more inform
ation.

>>> 0.1+0.2

0.30000000000000004

>>>




Model Compression: Motivation (Cont'd)

The End of "Free Lunch": Challenges in the Al Era e laa) 'mage Recognition
F = A
Computational  EXEl The Memory i The Power ! 'fl \ §S$
# Explosion oo - RYVAYI Wall :S 7 oétp;f
w EGR) [N
In Al Era, many applications feature inherent error [‘“ S
resilience, such as vision, speech, language tasks < @ Speech Recognition

"Good Enough” Computing — Instead of always performing
exact, energy-intensive computations, we intentionally introduce
controlled, bounded approximations when the application can
tolerate them.
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Model Compression: Quantization

* Reduce model parameters & computations

Operation Energy (pJ)
32b int ADD 0.1
32b float ADD 0.9
32b Reg. file 1
32b int MULT] 31
32b float MULT! 37
32b SRAM 5

32b DRAM 640

Relative Energy Cost
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Model Compression: Quantization

FP32 FP16 INTS INT4

TURIMG TEMS0R CORES TURING TENSOR CORES TURING TEMSOR CORES
FF1& HTH T4

Credit to Nvidia



Quantization: Number Representation Review

* Integer

* Unsigned

* Sighed (2's complement)

* Simple arithmetic

an—l bn—l
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Overflow
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n-bit RCA

O(n)
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Array multiplier
O(n?)



Fractions

* Fixed-point * Floating-point
* Scaled integers * |EEE 754 standard
1 sign bit e bits s bits
P.Q S Exponent Significand

(—1)3x (1. Significand), X 2Exponent-bias

Half-precision e=5 s=10 bias=15
Blngry Single-precision e=8 s=23 bias=127
point
Double-precision e=11 s=52 bias=1023
Need to record the position * Large dynamic range with limited bits
of the binary point, * Scale-invariant relative precision

especially for multiplications | |
* Auto-scaling for different ranges

 Complex datapath for arithmetic



Floating-point Arithmetic

* Floating-point addition
1. Alignment shift/pre-shift Y v
2. Add/subtract the significands Neraiw,” s \
3. Normalization shift/post-shift Y
4. Round ditrence
5. Repeat 3,4 if not normalized o N I—’il) gi E

Y

Shift smaller

Control »-| Shift right number right
AL /
A
\i Y N
a:wll—l bn—l ap bl dg bO A4
Y
0 1

V b4 camy L EM " d Step 2

< FA ...... FA FA {
Y
Overflow 4@ =
Increment or —» Shift left or right
decrement

TN

Step 4

n-bit RCA 3 }

1 Rounding hardware Round

\ Y Y

Sign | Exponent Fraction

David Patterson & John Hennessy. Computer organization and design:
The hardware/software interface.



Floating-point Arithmetic (Cont'd)

* Floating-point Multiplications

1. Add exponent (minus bias)

Multiply significands

Normalize result & check for over/underflow
Round and renormalize if necessary
Determine sign: s1 @ s2 = s

g~ wN

* Different rounding schemes

* Round to zero

* Downward

* Upward

* To-nearest (ties-to-even)

David Patterson & John Hennessy. Computer organization and design:
The hardware/software interface.



Hardware Implications

* Rough energy numbers (in 45-nm technology node) from “Computing’s Energy Problem, M. Horowitz,
ISSCC, 2014”

INT ]

ADD FADD Cache (64 bit)
8 bit 0.03 pJ 16 bit 0.4 p] 8 KB 10 p]
32 bit 0.1 pJ 32 bit 0.9 pJ 32 KB 20 pl
MULTI FMULT] 1 MB 100 p]
8 bit 0.2 pJ 16 bit 1p] DRAM 1.3-2.6 n]
32 bit 3 pl 32 bit 4 p]

A

Ad

A

Ad

A
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Data Distribution

* Complex floating-point format is not needed with limited data range;
* Trade precision/accuracy for performance and energy savings.

250000

400 1 200000 -

300 - 150000 -

200 1 100000 4

100 A 50000 4

D A D- T T T T T
-06 -04 -02 0.0 0.2 0.4 0 1 : 3 4 5 & 7

Weight distribution @ CNN layer Act. distribution @ CNN layer



From Floating-point to Integer

 Complex floating-point format is not needed with limited data range;

* Trade precision/accuracy for performance and energy savings.

* Data compressed, may lead to accuracy loss, especially when bit width is low
* Resolution is lower due to the reduced number of available binary patterns

Dynamic Range Min positive Value
FP32 -3.4x10%8 ~ +3.4x1038 1.4x104°
FP16 -65504 ~ + 65504 5.96x10-8

INT8 -128 ~ +127 1



Possible Accuracy Loss

250000
400 1 200000 -
300 - 150000
200 1 100000 4
100 1 50000
0- o
0.6 ] 1 2 3 4
Round to Round to
integer integer

-1 0 01234




Quantization

* Problem statement: Mapping floating-point values to discrete integer values.

Floating-point

™ e\ /

numbers 7
* Need to decide * Intuitively
* Bit-width (BW) of the integer value * Larger BW — higher precision

* Mapping scheme * Use as many integer values as possible



A Simple Mapping Scheme

Uniform (linear) & symmetric quantization

Example

400 -

300 1

200 1

100 1

X
Xint = round <— ! Scaling
Sx

factor

T
-0.6

*10

—

Scale and round

-4-3-2-1 012 3 4



Matrix Multiplication with Quantized Numbers

x=(0% 00 w=(03 27 o XY= D) W= (G J)
uantize wi

scaling factor 1/10

_ _ (036 0.78 v . _ (36 78
V_XW_(0.27 0.57) V‘"t_X‘"tht_(m 57)
Dequantize with scaling factor
SXSW=1/100
. 0.51 0.7

. Whatlez( )? (5 7 _(3 3
04 0.5 th—(4 5) Wint‘(g 9)

_ _ 70363 0.783 s _ (036 0.78 v w. . (36 78
V_XW_(0.270 0.570) V_XW_(0.27 0.57) Vine = XineWine (27 57)

Can assign sy = 1/100, but require
extra digit to represent the value;
otherwise leads to overflow



Matrix Multiplication (Cont'd)

What if BW=1 in decimal, X = (

Quantize with scaling
factor 1/10 and clip

_ _(0.495 0.915 5
V_XW_(0.27 0.57) v

: 0.95
Alternatively, sx = e Xint = (

0.95
0.4

X
Xine = clip (round <—> ; 0, baseBW — 1> [

Xint = (9.0 7.0) Wine = (3

A

V

0e)

40 5.0

= XW =

90 66) = (3

3.8 4.7

= xw = (

=(03 0

Sx

3

(027 07)

3

0.494 0.912
0.269 0.567

)

)

y

Base=10 in this example;
Base=2 in real computer

|

48 90
Vint = XintWint = (27 57)

Dequantize with scaling factor
SxSw = 1/100

46.8 86.4
Vint = XintWine = (25,5 53-7)

Dequantize with scaling factor
SxSw = 095/90



Schemes for Scaling Factor Optimization

* Use the upper/lower bound to decide the scaling factor (min-max)

* Unsigned o - _MAX
¥ 2BW 1
* Signed <|Negative MIN| Positive MAX)
Sy = max — , —
2BW-1 2BW-1 _ 1

* How to decide MIN and MAX? No clip
* During inference, weights: directly obtained from the pre-trained weights; error
* During inference, activations: usually obtained by the MIN and MAX of a calibration dataset;
* Above Is usually used in static post-training quantization (PTQ)
* (Can be applied to different granularity: layer-wise, channel-wise, group-wise, etc.



Other Schemes for Scaling Factor Optimization

* MSE-based scaling factor optimization

*  Minimize the L2 difference between the true results and dequantized results Simulated
quantization or

—~ ~ ~ ~ 12 [ I
arg min |W — W|2 arg min |X — X|2 arg min |XW — XW| deAquantlzatlon

Sw or range Sx or range Sx, Sw.etc. X = Xint * Sy

* BN-based scaling factor selection
* |If a layer has batch-normalized activations, the per-channel mean and standard deviation of the
activations are equal to the learned batch normalization shift and scale parameters, respectively.

 (Can be calibration/data-free
* Entropy-based method

* Minimize the data distribution difference between the true values and dequantized values

Markus Nagel. A White Paper on Neural Network Quantization. 2021
AdaQuant (Hubara et al., 2020)



Entropy-based Scaling Factor Optimization

* Minimize relative entropy/Kullback-Leibler divergence (KL-div), applied to activations only
* P, Q - two discrete probability distributions
e KL-div(P,Q)=SUM(P[i]*log (P[i]/QI[i]), 1)
* For each layer:
* collect histograms of activations.
* generate many quantized distributions with different saturation thresholds.
* pick threshold which minimizes KL-div(x, x4)

Szymon Migazcz. 8-bit inference with TensorRT, NVIDIA. 2017



Entropy-based Scaling Factor Optimization (Cont'd)

* Pseudo-code (apply to activations only)

Input: FP32 histogram H with 2048 bins: bin[ O ], ..., bin[ 2047 ]
For i in range( 128 , 2048 ):
reference_distribution_P = [bin[0 ], ..., bin[i-1]]
outliers_count = sum( bin[i ], bin[ i+1], ..., bin[ 2047 1)
reference_distribution_P[ i-1 ] += outliers_count; P /= sum(P)
candidate_distribution_Q = quantize [ bin[ O ], ..., bin[ i-1 ] ] into 128 levels
expand candidate_distribution_Q to 'i' bins
Q /= sum(Q)
divergence[ i ] = KL_divergence( reference_distribution_P, candidate_distribution_Q)
End For

* Extra treatment for 0-element bins Example: quantize P into 2 bins
P =101,02353,17] -> [1+0+2+3, 5+3+1+7]
Expand and reserve zero bins
Q=12,0224,4,4,4]

Szymon Migazcz. 8-bit inference with TensorRT, NVIDIA. 2017



Comparison of Different Strategies
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Histogram of input activations to layer 3 in ResNet50 and calibrated ranges

Hao Wu, Patrick Judd, Xiaojie Zhang, Mikhail Isaev, Paulius Micikevicius. Integer Quantization for Deep
Learning Inference: Principles and Empirical Evaluation. https://doi.org/10.48550/arXiv.2004.09602



https://doi.org/10.48550/arXiv.2004.09602

Other Optimizations to Consider

* Rounding, AdaRound (Markus Nagel, 2020)

arg min|XW — )?VT/|2

rounding

\ 4

arg min|L(X, W + AW) — L(X,W)]|

rounding

‘ Taylor expansion

1
IL(X, W + AW) — L(X,W)| = ‘VL(X, W)AW + EAWTVZL(X, W)AW‘

Q
o

\ 4

1
5 AWTVZL(X, W)AW‘

arg min
AW



AdaRound

* Rounding-to-nearest with H = VZL(X,W) = [015 Of] arg min %AWTHAW‘
) AW
AWTHAW = Aw? + Aw? + Aw,; Aw,
* Hessian approximation for a FFN z = WX
dL
02L X'~ xTag dg 0z 2L
H=—= Z — —XT L —xTxy— .
ow?2 ow ow 0z ow 972 \. Approximated by

an identity matrix

arg min
AW

1 : 2
ZAWT arg min|(XAW
AW HAW‘ ™ g1 \)\I‘

Classification
problem



AdaRound (Cont'd)

* Loss function for rounding

_ w
W =sclip q?‘ + h(ViJ-),n, p)
h(a; ;) = clip(o(V;;) x 1.2 - 0.1,0,1)

in|(xaw)?| + 4 Y (1—|2n(vi;) —1/°
ar%wrgllnl( )°| i’j( [2h(V;) — 1 )

* Use Adam optimizer to optimize V; ;

* Quantize ResNetb0 to 4-bit weights



Other Optimizations to Consider (Cont'd)

* What if guantize RelLU results to signed integers?

250000

200000

150000

Floating-point

o00ee values Wasted I [ [ / / /
50000 range
Integer

o 1 1§ & 5 & 7 numbers -128 127

* Asymmetric quantization, still linear

Xine = clamp lround (i + z) ;0,2BW — 1] (unsigned integer)

or Dequantization: £ = (Xjnr — Z) * S

Xine = clamp lround( + z) —2BW=1 2BW-1 _ 1] (signed integer) z is preferably an integer.



Quantization in Neural Network

* Quantization has to work with the layer-by-layer structure of neural network

A I R S R A R R ¢
u 1Zze Wi

scaling factor 1/10

v = xw = (036 078)

36 78)
0.27 0.57

Vint = XintWint = (27 57

Dequantize with scaling factor
sySy = 1/100
Re-quantize for next
layer computation



Consideration for Multi-layer NNs

* Quantization has to work with the layer-by-layer structure of neural network
* NVIDIA® TensorRT™ is an SDK that facilitates high performance machine learning inference. It

focuses specifically on running an already-trained network quickly and efficiently on NVIDIA

hardware [1].

* INT8_input, INT8 weights [2]; Float32_bias (original bias from the F32 model)

Quantization
granularity

* Float32 scaling factors: input_scale, output_scale, weights_scale[K] (K-th channel)

(Scaled by
Input_scale)

(Scaled by
weights_scale[K])

output_scale

input_scalexweights_scale[K]

INT8 *
: INT
I.nput GEMM to float
Weights —>
Saveto | Round
global INTS and clip Float

rescale

Float
Float | + output_scale * bias
Act. func. add
(ReLU) Float bias

[1] NVIDIA TensorRT documentation. https://docs.nvidia.com/deeplearning/tensorrt/developer -
guide/index.html#intro-quantization
[2] Szymon Migacz, NVIDIA. 8-bit inference with TensorRT. May 8th, 2017



Quantization In TensorRT

Automated, parameterless method, converting FP32 CNN models into INT8

Symmetric, linear quantization for weights and acts./fmaps.

Minimize information loss by default (entropy-based method)

Trained FP32
model

N\

Calibration
dataset

p

Run
inference

Collect required

statistics

Optimize
scaling factors

Calibration Table &
INT8 engine

Quantization




TensorRT Optimizes the Computation Graph

*  Maximize the proportion of the graph that can be processed at low precision:
* Push “Quantize” node backward
* Pull “Dequantize” node forward

* Example Q/DQ Layer Fusion

Before Fusion

X =  Dequantize Quantize - '_',’q
l Fusion operation

After Fusion

— High-precision data

Cuantized data Fusion region

[1] NVIDIA TensorRT documentation. https://docs.nvidia.com/deeplearning/tensorrt/developer -
guide/index.html#intro-quantization



TensorRT Optimize the Computation Graph

* Exam P | e Q/DQ Convolutional Layer Fusion

Examples of how TensorRT fuses Q/DQ layers around convolutional operations.

Quantized Input Only Quantized Input and OQutput
Before Fusion Before Fusion

Quantize -~ ¥

xf—li Quantize —# Dequantize ¥ ‘.'(f—" Quantize ~—# Dequantize .
Weights e ! i Weights .
Float Quantize —»= Dequantize . Float Quantize
Fusion operation Fusion operation
After Fusion After Fusion
X, —  Quantize Y; X, —»  Quantize By
Weights Weights
Quantized Quantized
= High-precision data Quantized data i Compute fusion Weights fusion . Weights (high-precision) . Weights (guantized)

[1] NVIDIA TensorRT documentation. https://docs.nvidia.com/deeplearning/tensorrt/developer -
guide/index.html#intro-quantization



Alternatively

* Google’s solution (Tensorflow Lite/TPU)

Real number <— r=S(q—2) S>0

\% (float)
Quantized number

1. Matrix multiplication

3 =1Nnn

v
S3(q3 — Z3) = 51(q1 — £1)S2(q2 — Z3)
\2
qz ~ Z3+ M(q, — Z1)(q2 — Z3)
AYRY
0<M="2<1
S3

2. Represent M as

M = Z_nMO
/ \
Bit shift 0.5 < M, < 1
\

Fixed-point number

3. Considering bias term 7y4s: Gpias  INT32

r3 =111y + Thigs

qz ~ Z3+M(qy — Z1)(q2 — Z3) + MQpjqgs
Spias = 5152, Zpigs = 0

Jacob, Benoit, et al. "Quantization and training of neural networks for efficient integer-arithmetic-
only inference." Proceedings of the IEEE conference on computer vision and pattern recognition. 2018.



Simulated Quantization Computational Graph

INt8
RelLUG e, Qutput ReLU6 —C_ Act. quant. — Output

Tuint8 T

uint32 + +
finc |

Conv Conv

uintg uint8 /\
nput  weights nput < W quant

Jacob, Benoit, et al. "Quantization and training of neural networks for efficient integer-arithmetic-
only inference." Proceedings of the IEEE conference on computer vision and pattern recognition. 2018.



Bypass Connections

ints
ReLUB — > Output

TLnntS

uint32 +
| uint32

Conv
uint8 uint8

it Cweights

Output
f

Act. quant.

conprection

Input

T
RelLUG

Conv quant.

ChossS 1

Conv

/\

Wt quant.

Jacob, Benoit, et al. "Quantization and training of neural networks for efficient integer-arithmetic-
only inference." Proceedings of the IEEE conference on computer vision and pattern recognition. 2018.



BN Folding

Output Output Output
| | ’
Act. quant.
RelLU6 ReLU6 i
T
| RelLUG
+ BN Folding Simulated quantization 4
t + +
y(x — @) / Y# N
————+8 \ g1 \ ﬁ—?/Folded
o Conv

T _B%ﬁ Conv
Conv Conv quant.
Inp Input w Input

Jacob, Benoit, et al. "Quantization and training of neural networks for efficient integer-arithmetic-
only inference." Proceedings of the IEEE conference on computer vision and pattern recognition. 2018.



Quantization-aware Training (QAT)

* PTQ has limitations, especially when aiming for low-bit quantization, e.g., 4-bit and below

* Simulated quantization & QAT
« Straight-through estimator (STE, backprop through the simulated quantizer block)

d .
* y = round(x); % ~ 1 WeLghts Iniut
Quantizer Conv.

20 1 — \l/
151 ~ X = Sx(Xint) Forward prop. — i
10 1 A x
05 1 =5, {clamp round (s_) 0, 2BW — 1]} Backprop. Act.
—n:s ] * func.
o x (1, if 0<uxp, <28 —1 (unsigned)
20— ox (0, otherwise Quantizer

Output




QAT (Cont'd)

* Parameterized clipping activation (PACT)

* Learned step size quantization (LSQ)

* Learn scaling factor with training

0 x€(—0,0)
« y=PACT(x)sx x€][0,a)

X
a x¢€ [CZ, +OO) X =X = Sx(Xint) = Sy {Clamp [round (S_) 0, 2BW — 1]}
X

( X X
dy (0 x € (—x,0) —— + round <—>
= = Sy Sy

35, 1 lower bound
SX
* Adjust a only when clipping is activated k upper bound

PACT: parameterized clipping activation for quantized neural networks. 2018
Learned step size quantization. 2020

X
— within bounds
S.X

X
— < lower bound
Sx

X
— > upper bound
S.X'



Other Quantization Methods

Range

Power of 2 quantization (s, = 2%,k =...-2,-1,1,2,...

* Allow easy scaling with bit-shifting s,
Depth-wise separable layers

Weight range per output channel

100 A
75 1
50 1
25 A

mf=%@T=fl%%—%%= D%l-4é=—=éf§T ”;1

—25 4

=50 A

12345678 91011121314151617181920212223242526272829303132
Output channel index

One depthwise separable layer in MobileNet

Solution 1
* Per-channel quantization
Solution 2

* Cross-layer equalization (CLE) with per-tensor quant.

w

'1/81

A white paper on neural network quantization.https://arxiv.org/abs/2106.08295

Works only when

f(s-x)=s-f(x),
e.g., ReLU



PTQ of LLMs: SmoothQuant

* Migrate scale variant from activations (outliers) to weights offline for ease of activation quantization

* Intuition *  Observation * Solution
Only a few channels of activation Y = (X diag(s)™?) - (diag(s) W) = X W
shows large magnitudes o I
outlier s; = max( [X; max|( |W;
o e X ) j (I%;1)" / max(|w;])
E lovjffleitive bits E |
E xample
& n max( |W;
’ hard to quantize ’ very easy to quantize ‘ X W (l J | )
(a) Original ol é 1 -16 2 6 2 1 -2 -2
smoothed % lTllgI’d'[E difficulty § mi % ) 8 il _9 1 1 4l Ll
: V\/\/\/\/\/\/ \/\/\/\/\NV £ < 2 | -11]-2 2
F 21 3 2 16| 2 | 9
- easy to quantize easy to quantize 0 ; ’ 7200 maX( | X. |) =L 1
2 o 100 & ]
(b) SmoothQuant o 3000 T <
“ney 5000 0
Activation (Original) _ _ .
Hard to quantize a = 0.5,S - \/maX(|X]|) /maX(l‘N]D - [1;4;1;3]

SmoothQuant: Accurate and Efficient Post-Training Quantization for Large Language Models, 2024



PTQ of LLMs: SmoothQuant

* Migrate scale variant from activations (outliers) to weights offline for ease of activation quantization

* Intuition *  Observation e Solution
Only a few channels of activation Y = (X diag(s)™?) - (diag(s) W) = X W
shows large magnitudes o l—a

outlier IX| [W| S = maX(|X|) /maX(|W|)
o 10 \. 0.1 ] ] ]
E low effective bits
- (N SmoothQuant R
e hard to quantize ’ very easy to quantize ‘ ‘ X w

(a) Original ol 1 -4 2 2 2 1 -2
. smko'othed |)"( | m1g;dtt_3_1£ficulty |W| ;3 lé;)Tl = 2 2 - 1 —3 4 —4 —4
8 -
. v\/\/vvvv § y 'r > 2 1 -1|-2
2 < 2] 30
T : - 0 . 0 S5 - 1 - 1 1
easy to quantize easy to quantize 0 1o &
2000 100 (F
(b) SmoothQuant p, 3000 P T A
“nney 5000 0
Activation (Original) . . _
el @ =055 = [max(|x;]) / max(|Wj]) = [141,3

SmoothQuant: Accurate and Efficient Post-Training Quantization for Large Language Models, 2024



Other Quantization Methods (Cont'd)

* Homogeneous bit-width vs. mixed-precision
* Flat loss landscape: lower bit precision required;
* Sharp loss landscape: higher bit precision required
* Using Hessian or top Hessian eigenvalue to guide the choice of bit precision layer by layer
* Further optimize the trade-offs with integer linear programming [1]

ogiv) _ 09 | gr 22 = ag]

ow; ow; L aw; - aWiv - Hiv

Algorithm 1: Power [teration for Eigenvalue Computation
W-A W+AW Input: Block Parameter: 1.
Compute the gradient of W, by backpropagation, i.e.,
oL
di = T, -

Draw a random vector v (same dimension as ;).

W-AW W+AW Normalize v, v = -
W fori =1.2,....n do
Compute gv = g;' v nne:
W Compute Hv by backpropagation, Hv = %

Ho

Normalize and reset v, v = ol

[1] HAWQ: Hessian AWare Quantization of Neural Networks with Mixed-Precision.
[2] Q-BERT: Hessian Based Ultra Low Precision Quantization of BERT.
[3] I-BERT: Integer-only BERT Quantization. [4] HAWQ-V3: Dyadic Neural Network Quantization



Other Quantization Methods (Cont'd)

Non-uniform (non-linear) quantization

For example, quantization with logarithmic number system

Power of
Two (PoT)
Quant.
Long tail

Fractional
Power of Two
(FPoT) Gap

H around O

HDDD

' DDDUHH
D:DDDDH HDDDDD:
el

...

Compact Powers-
of-Two (CPoT)
Fits data distribution
the best

-2% 2% 22210 21 22 29 24

| | ot | |

_22.0 _21.5 _21.0_20.5 0 20.5 2'1.0 21.5 22.0

| | — | — | |
0 2U.5_1 21.5_1

I I . |

Compact Powers-of-Two: An Efficient Non-Uniform Quantization for Deep Neural Networks




Recent Developments

* Low-precision floating-point format: bf16/FP8/FP4

E4M3 E5SM2
Exponent bias 7 15
Infinities N/A S.11111.005
NaN S.1111.111,5 S$.11111.{01,10,11},
Zeros S.0000.000- S.00000.004
Max normal S.1111.1105 = 1.75 % 28 = 448 S.11110.11, = 1.75 % 215 = 57,344
Min normal  S.0001.000, = 2~ 5.00001.00, = 214

Max subnorm
Min subnorm

S.0000.1115 = 0.875 % 276

5.0000.0015 = 29

S.00000.115 = 0.75 x 2~ 14
5.00000.015 = 216

Model Baseline  FP8

VGG-16 71.27 71.11
VGG-16 BN 73.95 73.69
Inception v3 77.23 77.06
DenseNet 121 75.59 75.33
DenseNet 169 76.97 76.83
Resnet18 70.58 70.12
Resnet34 73.84 73.72
Resnet50 v1.5 76.71 76.76
Resnetl01 v1.5 77.51 77.48
ResNeXt50 77.68 77.62
Xception 7946  79.17
MobileNet v2 71.65 71.04
DeiT small 80.08 80.02

lsignbit 5 pits 3bits  1signbit 5 pits 3 bits
S| Exponent | Significand S| Exponent | Significand
- FP8 .
computations
v
S| Exponent Significand
1 sign bit 5 bits 10 bits

FP8 FORMATS FOR DEEP LEARNING. By Intel, Nvidia and Arm. 2022.



Recent Developments (Cont'd)

“Heterogeneous format™: micro-scaling

Divide tensor as 32-element blocks with shared scaling factor of powers of 2 (ESMO)
For each block, use either FP8/FP6/FP4/INTS8 to represent a number
Recent NVFP4 is also a variant of micro-scaling

111_1 [M,K]

[Forward]
(Bfloatle) | yector 5 MX* [M, K2/ _
Ops Quantize " MatMul Vector
__________ *
Quantize ————— (Asa* Wy) A [M,N] .
W i
i KN MX* (K2, NT™ (BFloat16)
(Bfloatle)

A . MK

i-1 ’
W& —{ optimizer [Backward] L, ¢ me] — (Bfloat16)

(FP32) ‘ S Quantize = Transpose |-7

atMu -
T MX*[ME, N
G: [K,N] LFALIT* E;) +———L——i—l- Quantize Ei [M,N]
i LR Y, |
(Bfloat16)  Vector : (Bfloat16)
Ops
Ei 4 [MK] e MXE[M,NQ]
i-1 L% s ‘\# Quantize wi [K,N]

(Bfloatle) Vector
—

! MatMul
i (Ey * W)
' v,

Microscaling Data Formats for Deep Learning, 2023

MX*[ N2, K ]

- (Bfloatlb)
<— Transpose |47

Quantize



Model Compression
Pruning and Beyond

Instructor: Siting Liu
School of Information Science and Technology (SIST), ShanghaiTech University
Shanghai Institute of Semiconductor Innovation (SISI)
https://faculty.sist.shanghaitech.edu.cn/liust/EE219/EE219.htm|

Computer Architecture - EE219

faculty.sist.shanghaitech.edu.cn


https://faculty.sist.shanghaitech.edu.cn/liust/EE219/EE219.html

Model Compression: Pruning

* Some of the weights are near-zero and contribute “tiny” to the results;

* Reduce connections: reduce complexity and possibly over-fitting

Pruning
heurons

Pruning
conhnections

Song Han, et al. Learning both Weights and Connections for Efficient Neural Networks.



Pruning: Magnitude-based Method

* Different from dropout (restore the connections after training)
* Reduce complexity and possibly over-fitting (somewhat equivalent to weight decay)

. . Retrain
Train Prune Connections (continue
Connectivity with a threshold .
training)

* Threshold chosen based on standard deviation of the layer weights
* Can also be specified with percentage or absolute number of pruned weights
* Retrain can be combined with dropout, but with smaller dropout ratio

Song Han, et al. Learning both Weights and Connections for Efficient Neural Networks.



Pruning on Classic NN Models

0%

i
tn
=

Accuracy Loss
=
o

-15%

-20%

0%

#Parameters

- MNIST

~ ImageNet

Network Top-1 Error  Top-5 Error | Parameters EE{S pression
LeNet-300-100 Ref 1.64% - 267K
LeNet-300-100 Pruned | 1.59% - 22K 12
LeNet-5 Ref 0.80% - 431K
LeNet-5 Pruned 0.77% - 36K 12
AlexNet Ref 42 .78% 19.73% 61M
AlexNet Pruned 42 77% 19.67% 6.7M 9x
VGG-16 Ref 31.50% 11.32% 138M
VGG-16 Pruned 31.34% 10.88% 10.3M 13
convi convg  Troomvd convd X gonvg fed O-fe2 -fc3
—— X B BB gy " 0%
ﬂﬁ%
59
ig\‘ 2
v g-m%
g
X <
-15%
| -20%
25% 50% 75% 1007 0% 25% 50% 75%

#Parameters

100%:

Song Han, et al. Learning both Weights and Connections for Efficient Neural Networks.



Pruning on RNN/LSTM

BLEU 3

25( o o © -
20+ »
15
—&— no retrain
10
= = = pretrained
—8— retrain
5 1 1
50 60 70 80 90 95

START “straw” “hat”

Pruned Weights (%)

90%

90%

90%

95%

Original: a basketball player in a white uniform is
playing with a ball

Pruned 90%: a basketball player in a white uniform is
playing with a basketball

Original : a brown dog is running through a grassy field

Pruned 90%: a brown dog is running through a grassy
area

Original : a man is riding a surfboard on a wave

Pruned 90%: a man in a wetsuit is riding a wave on a
beach

Original : a soccer player in red is running in the field

Pruned 95%: a man in a red shirt and black and white
black shirt is running through a field

Song Han, et al. Learning both Weights and Connections for Efficient Neural Networks.



Structured vs. Unstructured Pruning

* Random pruning comes at the cost of the irregularity of the sparse computation
pattern, poor utilization of parallel structure (cache, SIMD, etc.)

e Structured pruning, such as pruning entire filters will cause larger accuracy loss than
pruning individual weights

Irregular » Regular

£ A HE

Fine-grained Vector-level Kermel-level Filter-level
Sparsity(0-D) Sparsity(1-D) Sparsity(2-D) Sparsity(3-D)

Wei Wen, Chunpeng Wu, Yandan Wang, Yiran Chen, and Hai Li. 2016.
Learning structured sparsity in deep neural networks. NIPS'16.



Structured Pruning

* Pruning methods with different granularity;

* Groups with the smallest x% L1-norm are deleted

C ~
v
Z

Weights

J

\

K filters

Si= ) Iw
wefilterl
R Sy = 4 R
” wefilter2
S5= ) Iw
wefilter3

Can be iterative

1

Salience: S; = Y ¢q, IW|

Delete the
smallest x%
filters

Mao, H., Han, S., Pool, J,, Li, W,, Liu, X, Wang, Y., & Dally, W. J. (2017).
Exploring the regularity of sparse structure in convolutional neural networks.

Wei Wen, Chunpeng Wu, Yandan Wang, Yiran Chen, and Hai Li. 2016.
Learning structured sparsity in deep neural networks. NIPS'16.



Structured Pruning (Cont'd)

* Fine-grained (0O-Dim, unstructured)

* Vector (1-Dim) sub-kernel of size S

* Filter (3-Dim)

Weights

K filters

L4 Kernel (2—D|m) Kernels Of Sha pe R*S - - - Baseline —*— Fine-grained Pruning (0D) Pruning Vectors (1D)
—+— Pruning Kernels (2D) —=— Pruning Filters (3D)
81.0 ! ' ' '
80.5 4
>
& 80.0
Weight Weight 3
& 79.51
Index Weight iy
o 79.04
Weight o -
Weight 785 |
Index
Index 78.0 . . . .
Weight : ; 0.0 0.2 0.4 0.6 0.8 1.0
' Saving! , Sparsity
Index ' = !
e !
Fine-grained  Coarse-grained AlexNet on ImageNet dataset

Mao, H., Han, S., Pool, J., Li, W,, Liu, X, Wang, Y., & Dally, W. J. (2017). Exploring the regularity of sparse
structure in convolutional neural networks.

Wei Wen, Chunpeng Wu, Yandan Wang, Yiran Chen, and Hai Li. 2016. Learning structured sparsity in
deep neural networks. NIPS'16.



Structured Pruning - Alternate Approach
chan:wl-wise W(f;) shortcut

J o N -
0 3

\ ) \

\ D 1) “shape-wise
\ (”

5Lep,my,ky

L i

\li - \h .
ﬁlter—Wise mﬁ) depth-Wlse WU}

N L /o
E(W) = E;(W) + A Y (Yj ||W£i2:,:,;|g) + A > (Yj |W:Ef!g,;,:|g)
=1 T = c;=1 ,\

Original cost .
function The Lth layer  The n;th filter The Lth layer The ¢;th channel

Wei Wen, Chunpeng Wu, Yandan Wang, Yiran Chen, and Hai Li. 2016. Learning structured sparsity in
deep neural networks. NIPS'16.



Pruning in Attention & LLM

Similar pruning strategy can be used, but may lead to unstructured pruning;

* In the FFN following MHA, some neurons can be entirely removed;
* Wording embeddings/tokens can also be pruned:

Head pruning
Layer pruning

Fine-tuning difficulty

t

Scaled Dot-Product Attention

MatMul

1

SoftMax

1

Mask (opt.)

1

Scale

1

MatMul

t 1
Q K

\Y%

Multi-Head Attention

Linear

Concat

f

L

Scaled Dot-Product

Attention ~.JA h

1 1!

|
['I_inear]_] [Linear]J [T_inear]J
0[

7

Qutput
Probabilities

Softmax

Linear

Add & Norm
Feed

m

Forward
4 ~ Add & Norm
_ :
436 & B Multi-Head
Feed Attention
Forward J ) Nx
) C——
Add & Norm
Add & Norm Masked
Multi-Head Multi-Head
Attention Attention
: _t At 2
v, . | —,
Positighal A Positional
E ; ) G_ :
ncoding Encoding
Input Output
Embedding Embedding
Inputs Outputs
(shifted right)



Pruning Metric

* Magnitude-based method

* Loss-based method: the weight can be small, but the input can be huge!
* Hesslan-based approach, apply OBS to optimize.

LOW) — L(IWM) = (W —WMTyL(WwM) + %(W — WM)TH(WM)(W - wM)



Optimal Brain Surgeon (OBS)

* Prune and adjust the weights, so that the change of loss function is small

LW) = L(W) ~ (W = W) VL(W) + = > (W W) HW) (W - W)

* Assume weight q is pruned, i.e. ow,; = —w, or e, TsW + w, =0

* Apply Lagrange multiplier L(éw, 1) = —5WTH5W + A(e ow + wy)

. Letm = How + 1e, = 0, then dw = —AH e,
« —degH e, +w, =0,sothat 1 = [Hivlq]qq
. —_ __Yq -1 _ W

So ow =T H™ e, and L, 1,



Pruning Metric (Cont'd)

* Magnitude-based method

* Loss-based method: the weight can be small, but the input can be huge!
* Hesslan-based approach, apply OBS to optimize.

LW) — L(WM) =~ (W — WM)TVL(WM) + % (W —w™) Hw™) (W — wM)
* SparseGPT uses OBS for column-wise fine pruning;

* SIIMGPT uses OBS for structured pruning (attention heads/channels, etc.);

* OBS is also applied in quantization (GPTQ).



Lottery Ticket Hypothesis

* Winning ticket: a “lucky” sub-network that trains as fast as the original dense network;

Pruning
Train connections Train
Initialize with Reset to initial Similar accuracy with similar
random weights convergence to the original
weights dense network

Lucky sub-network with lucky
Initialization

Frankle & Carbin (2019) — The Lottery Ticket Hypothesis: Finding Sparse, Trainable Neural Networks.



Lottery Ticket Hypothesis

* Winning ticket: a “lucky” sub-network that trains as fast as the original dense network;

Pruning
Train connections Train

v

Initialize with Reset to weights Similar accuracy with similar
random after K iterations convergence to the original
weights dense network

Frankle & Carbin (2019) — The Lottery Ticket Hypothesis: Finding Sparse, Trainable Neural Networks.
Frankle et al. (2019) — Stabilizing the Lottery Ticket Hypothesis

Zhou et al. (2019) — Deconstructing lottery tickets: Zeros, signs, and the supermask

Renda, Frankle & Carbin (2020) — "Comparing Rewinding and Fine-tuning in Neural Network Pruning”



Other Compression Methods: Knowledge Distillation

* “Knowledge is transferred from the teacher model to the student model by minimizing a loss function.”

1, Layer Laves .. —>» Laver Softmax (T=t) — soft labels
| L R J-— — |

——————————————— -’

Loss Fn
soft |
—_—

—> Softmax (T=1t)

““““““ predictions
L Layer Layer Layer
1 2 n
—> Softmax (T=1) ——> ha:rd.
prediction |

Loss Fn

exo(3)
3 e()

LGx; W) = OKH(y,o'(ZS; T = 1)) + ,BH(O'(ZS; T =1),0(z;;T = T)) (ground truth)

“Softer-max” with “temperature”, 7: p; =

Knowledge Distillation - Neural Network Distiller (intellabs.github.io)
Geoffrey Hinton, Oriol Vinyals and Jeff Dean. Distilling the Knowledge in a Neural Network. arxiv:1503.02531



https://intellabs.github.io/distiller/knowledge_distillation.html

Other Methods: Low-Rank Approximation (LRA)

* The weight matrix in neural networks are highly redundant, thus leading to low rank;

Compress the matrix with singular value decomposition (SVD)
W =usvH

W: m xn matrix; U: m * m matrix; S: diagonal matrix, m = n; V: n * n matrix

Low-rank approximation: truncate to r singular values/vectors;

—0.41 0.26 0.56 —067]

(1 2 3 4]
torch.linalg.svd _|-0.51 -0.58 —-053 —0/35
* Example W = ? g g 3 —e) U= —0.67 057 —0.25 0.41
~0.36 —O0. . 51
43 2 1 | -0.36 —053 058 051 |
diag(S) =[12.89 5.649 6:7x16-7—54x16-8]
097 199 3.01 4.04 ; ~0.39 —0.46 —0.53 —0.60]
W= |499 401 3.03 201 e 20V oy _|-074 —030 014 059
099 3.01 5.03 7.08 0.55—0.74—0.16—0.35
403 3.03 2.04 1.02 -0.02—039—0.82— 042




Low-Rank Approximation (LRA)

0 01 -0.1 : Uf =00 -1 3.75x107°]
. E poqyites yniversi 1 torch.linalg.svd .
Xampie ﬁ dlag(Sr) = [1732]
0 —-0.1 0.1

VH =[-0577 —-0.577 —0.577]
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LORA

* For fine-tuning of an NN model.

a
W =W,re—trqin t+ ———AB
pre—train r or \/T

* A B are the fine-tuning matrix after decomposition, for example

Wi1 Wiz Wi3 a, b4
W =Wz1 W3y Wpg3 A=0a B=b,
W31 W3z Ws3 as bs

* Fix Wyre—train and train A B instead. For the current layer

XAB

Y=WX=W,o_trainX +
pre—train " or \/T'



DeepSeek v2 - MLA
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Low-rank Approximation (Cont'd)

* Trace back to Exploiting Linear Structure Within Convolutional Networks for Efficient Evaluation
(Denton, Zaremba, Bruna, LeCun, Fergus, NIPS 2014)

* SVD or outer product decomposition
e Similar works apply truncated SVD to address FC layers during 2013-2014

* Other decomposition methods emerge such as Tucker/CP decomposition;
* Adopted In transformers such as LoRA fine-tuning (2021), Linformer (2020)

* Can learn rank per layer (adaptively)



Summary

Model compression can be achieved by pruning, distillation, LRA and quantization;

They can be effective in reducing hardware/energy cost, improving performance

Various strategies can be used,;

An active field in ML research
* How to deal with the outliers for quantization; Reduce overheads for quantization;
* How to prune a NN model (when, what, how, how often):
* Sparsity hardware (will be covered later)



